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Evolutionary computing and machine learning for discovering
of low-energy defect configurations

Marco Arrigoni®'™ and Georg K. H. Madsen

Density functional theory (DFT) has become a standard tool for the study of point defects in materials. However, finding the most
stable defective structures remains a very challenging task as it involves the solution of a multimodal optimization problem with a
high-dimensional objective function. Hitherto, the approaches most commonly used to tackle this problem have been mostly
empirical, heuristic, and/or based on domain knowledge. In this contribution, we describe an approach for exploring the potential
energy surface (PES) based on the covariance matrix adaptation evolution strategy (CMA-ES) and supervised and unsupervised
machine learning models. The resulting algorithm depends only on a limited set of physically interpretable hyperparameters and
the approach offers a systematic way for finding low-energy configurations of isolated point defects in solids. We demonstrate its
applicability on different systems and show its ability to find known low-energy structures and discover additional ones as well.
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INTRODUCTION

Point defects are ubiquitous in materials and their presence is able
to modify the system behavior considerably. The controlled
inclusion of defects in semiconductor and insulator materials can
be employed to tune electronic, optoelectronic, electrochemical,
and catalytical properties, and is commonly exploited in
technological applications. On the other hand, the presence of
point defects is not always beneficial, but can also lead to a
degradation of the performance and lifetime of a device'™. The
desire to control the properties of defective systems requires a
detailed understanding of the interaction of point defects with the
host material, which has spurred the development of specific
characterization methods.

First-principles calculations, based mostly on density functional
theory (DFT)'°, have become a standard tool in the study of point
defects in solids. In addition to their predictive power, first-
principles calculations are able to provide information on several
properties of interest, such as the atomic-scale geometric
structure, the electronic density and wavefunction, and the defect
thermochemistry, quantities that cannot be easily obtained from
experiments'' '3, As the defect concentrations most relevant for
technological applications are generally very low, the first-
principles study of point defects in solids has mostly been aimed
at the so called dilute limit, where defect-defect interactions are
considered to be negligible. To perform such calculations, one
commonly employs the supercell method, in which a sufficiently
large portion of the host material is taken as the simulation cell
and the point defect of interest is then introduced therein. In
order to minimize the spurious defect-defect interactions arising
from the application of periodic boundary conditions, relatively
large supercells with around 100 atoms or more might be
required.

The large simulation cells, combined with defect-induced
effects that strongly alter the energy landscape, make the
systematic search for low-energy minima of the potential energy
surface (PES) a formidable task. The approach most commonly
used to tackle this problem is based on domain knowledge: the
most likely low-energy defect configurations are selected

according to intuition and/or the results obtained on analogs
systems. Once the defect is introduced in the chosen configura-
tion, the atomic positions are relaxed to a minimum of the PES
using gradient-based optimization algorithms. However, there is
no guarantee that the found minimum corresponds to the most
stable defect configuration. Furthermore, a more complete
understanding of the low-energy minima in the PES is also sought
after, as metastable defect configurations can be responsible for
phenomena that cannot be attributed to the ground state'*'>,
Searches based on previous knowledge are evidently unsatisfac-
tory as the curse of dimensionality will inevitably make
unstructured heuristic methods perform poorly.

Finding the ground state and low-energy metastable structures
of a point defect is a problem of multimodal optimization. Several
algorithms have been proposed to tackle such problems with
evolutionary algorithms (EAs) being amongst the most popular
and successful ones. EAs are a family of metaheuristic algorithms
whose design is inspired by the Darwinian theory of natural
evolution: a set of candidate solutions is generated and iteratively
evolved through the application of genetic operators that select,
recombine, and mutate the candidate solutions in order to
generate new ones with higher fitness'®'”. Although many
components of EAs depend on stochastic processes and
convergence to the global minimum is not guaranteed, their
usefulness in optimization problems has been demonstrated in
several complex problems. Genetic algorithms (GAs), the oldest,
and perhaps most famous, class of EAs were adopted early on in
computational materials science'® and more recently also in
combination with first-principles DFT studies'®%°. There is
however only a limited number of studies applying GAs or related
methods to solids containing point defects?*™° and, to the best of
out knowledge, the only studies that have tackled the problem of
finding the low-energy configurations of isolated point defects in
solids have so far been based on random searches®°—32,

In this contribution, we present a computational approach that
aims at finding low-energy configurations of isolated point defects
in solid materials. Our approach is based on the covariance matrix
adaptation evolution strategy (CMA-ES) algorithm3. ESs are
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mainly employed for solving continuous-parameter optimization
tasks and, although the distinction between the two classes has
become more blurred in recent years, the main difference
between ESs and GAs is the presence of self-adapting endogen-
ous strategy parameters in the former. Such strategy parameters
determine the distribution of the candidate solutions and are
adapted during the evolutionary process according to the
individuals’ fitnesses. ESs possess some advantages that make
them a promising alternative to the more popular GAs. In
particular, the flexibility of GAs is endowed by the existence of a
wide variety of genetic operators and while this might be a benefit
for maximizing the performance of a specific algorithm for a
specific problem, it might also require extensive fine-tuning, as
each kind of genetic operator depends on some hyperparameters,
whose optimal values generally have to be obtained heuristically.
The choice of genetic operators in ESs is typically much more
restricted facilitating the systematic optimization of the hyper-
parameters. In the present work we demonstrate how the original
CMA-ES can be modified to suit DFT studies of point defects in the
dilute limit, leading to an algorithm which depends on a limited
set of physically interpretable hyperparameters.

Characteristic of all EAs is the generation of several structures
before a converged solution is obtained, making methods able to
make use of this information particularly useful. We propose two
methods based on machine learning (ML) to do this. First of all, in
order to discover additional low-energy minima, we propose a
method employing an unsupervised learning post-processing step
which is able to exploit the configurations explored by the EA and
discover efficiently defective structures leading to low-energy
minima which do not coincide with the solution found by the EA
itself. Furthermore, we address one of the main drawbacks
common to all EAs, namely the need of several evaluations of the
fitness function before an optimal solution is found, which make
their use in first-principles studies computationally very demand-
ing. The recent development of accurate supervised ML meth-
ods**3® has allowed the use of ML metamodels with the ability of
approximating accurately the DFT PES in conjunction with
EAs*>%°, We investigate the augmentation of our proposed EA
by the inclusion of a ML metamodel based on Gaussian processes
(GPs) in order to substantially reduce the computational burden.

The rest of the paper is organized as follows: in section Results
we firstly illustrate all the components of the proposed computa-
tional approach in detail and analyzes their contribution to its
overall performance. In particular, subsection Evolutionary Algo-
rithm is concerned with the description of the EA, subsection
Unsupervised Machine Learning Model describes the unsuper-
vised post-processing step and subsection Supervised Machine
Learning Model the ML regressor metamodel. The capabilities of
the specific method outlined in each subsection is shown by
considering intrinsic impurities in silicon as test cases. Finally, in
the last part of section Results the proposed approach is applied
for the study of the uncharged oxygen vacancy, [Jo, in TiO,
anatase. We show that the method described in this work is able
to find an additional low-energy configuration which is stable at
the level of hybrid functionals.

RESULTS
Evolutionary algorithm

The CMA-ES***'™* has been successfully applied in many
complex problems ranging from engineering to artificial intelli-
gence*. One of the main improvements of the CMA-ES over
previous ESs was the use of evolution paths®?, which contain, not
only information on a single generation, but on the whole
evolutionary process and can be used to effectively adapt the
strategy parameters. Other characteristics of the CMA-ES that
make the use of this algorithm more advantageous and require
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less problem-dependent tuning are its invariance with respect to
any strictly monotonic transformation of the fitness function, and
invariance with respect to translations and both proper and
improper rotations of the coordinate system*?,

In the following, we start from the implementation presented
in reference®® and adapt it in order to solve the particular
optimization problem of interest for this work: finding the stable
structures of an isolated point defect in a supercell. If not stated
otherwise, the hyperparameter values are set to the default ones
proposed in that study. We denote as “cost function” the objective
function to be minimized. This is simply the negative of the
“fitness function” discussed so far, which one tries to maximize.
Given the one-to-one relationship between these two functions,
we use both terms interchangeably. The aim of the CMA-ES is to
find the vector that minimizes a cost function f.

xX* = argmin f(x). )
xelR?
Here x is a vector in the genotype space, IR?, and represents an
individual. Considering the particular problem of interest in this
work, we can consider an individual as a particular defect-
containing supercell, whose cell parameters are fixed to those of
the host material, but the atomic positions are free to vary. We
chose the natural genetic representation of x being the vector of
the atomic Cartesian coordinates, hence, d = 3N, with N being the
number of atoms in the supercell. Moreover, the natural choice for
the cost function is the potential energy of the system. In order to
search the genotype space, the CMA-ES samples new individuals
from a multivariate Gaussian distribution, which parameters are
adapted during the evolutionary process. At generation g a

population made of A individuals, {x,((g)}k:1 is sampled as:

N
x9 ~ N (m<g>7 (09 )2c<9>). )

where m? eIR? is the mean of the normal distribution and

(019)°C9 its covariance matrix. Specifically €9 e R™ is a
symmetric and positive semidefinite matrix and 0 € IR a global
step-size. All these quantities form the strategy parameters of the
algorithm and their values are updated during the evolutionary
process.

Once the fitness function has been calculated for each
individual, the algorithm employs the truncation selection
operator for selecting the parent individuals which will be used
to generate the offspring of the next generation. In truncation
selection, u parents are selected deterministically according to
their fitness. For this reason, it is convenient to rank all the
individuals according to this property; in particular, with

{ng;}lﬁ1 L, e denote the individuals of generation g rear-

ranged in order of descending fitness. The population size A
generally is chosen according to:

A=4+[3Ind|, 3)

as suggested in the original work®®. This quantity is hence
increasing very slowly with the search-space dimension. This is
particularly convenient for high-dimensional problems as it entails
a reduced computational burden when the evaluation of the
fitness function is expensive.

In defect calculations, relative large supercells are needed;
however, the typical displacement field produced in a material by
the defect-induced distortions subsides quickly as the distance
from the defect increases. This local nature of the structural
perturbation suggests to turn the original optimization problem
into a constrained one with a lower dimensionality. Given that x(i)
indicates the coordinates of atom i in the supercell, one can thus
introduce a hard cutoff radius ¢, such that only the atoms with ||x
() — xg|lo < ¢, contribute to the total number of degrees of
freedom. Here x4 indicates the coordinates of the defect center
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and the distances are calculated taking the periodic boundary
conditions into account. This has the advantage of reducing the
dimensionality of the problem from 3N to 3s, where s is the
number of atoms within the cutoff. The choice of the value ¢, is
critical, as in the constrained optimization the algorithm will
converge to the global minimum x* € IR? of the constrained PES.
A too small value would impose too strong constraints, altering
considerably the PES and ultimately making x* substantially
different from the true global minimum x*, so that, even if the
atomic positions of the solution configuration are relaxed without
any constraint, the relaxed configuration does not coincide with
x*. An example of this phenomenon is illustrated in the
Supplementary Fig. 1, which shows that the relative stability of
two low-energy minima of the the [Jo in TiO, anatase can be
noticeably affected by the value of c,. In our experience, the value
of ¢, should at least comprise three to four coordination shells
around the defect position. However, the optimal value of ¢, is
ultimately system-dependent, nevertheless, systematic improve-
ments can be achieved by starting with a small value of ¢, and
increasing it according to the obtained results.

The localized nature of many point defects suggests another
improvement on the algorithm. Normally, the matrix C is
initialized to the identity matrix; however for the problem of
interest, this initialization will cause the algorithm to initially
sample highly disordered configurations with a very high energy.
This is especially so because the initial global step-size, 0, should
be large enough in order to ensure that the PES is sampled
thoroughly. To avoid this, we initialize C in such a way that
displacements for the atoms close to the defective site are
endowed with a larger variance. This permits an exhaustive
sampling of the most relevant part of the PES and avoids the
generation of high-energy structures. Specifically, the covariance
matrix is initialized as:

3s
CO =15+ > msl)))eje]. (@)
j=1

The vectors of the standard basis of IR** are represented by e;. The
function 3:IN — IN maps indexes running over components of x
onto indexes running over the s atoms within the cutoff according to:

m3(n) = (n div 3) + 1, ()

where div indicates the integer division. The coefficients ¢(i) are
given by:

. Cr .

(i) = i=1,..,s;

O )~ wall o ©
The addition of 1A to the distance from the defect avoids the
appearance of singularities when the defect is not a vacancy. In any
case, X4 does not need to coincide with an actual atom in the
supercell. For example, for point defect complexes, x4 could be
chosen as the centroid of the defective sites forming the complex.
The summation term on the right-hand-side of equation (4) is a
matrix of rank 3s and ¢, is the hyperparameter defining the relative
importance of this matrix in the initialization of C.

The last modification is due to the fact that forces in first-
principles calculations can be conveniently obtained from the
Hellmann-Feynman theorem. So, while the CMA-ES was initially
proposed for black-box optimization problems, where one can
only evaluate f(x), the information given by Vf(x) is generally
available in DFT calculations, and it can be used in the algorithm.
In particular, we update the mean of the distribution according to:

u
m9t) = m@ + Cm E Wi [(xgz; — m@) — cég“)Vf(XEz;)] ) (7)
k=1

where ¢, is a learning rate which has been set to one in this work.
The weights w, >0 are characterized by a magnitude that is not
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increasing with k and such that Y ¥_, w, = 1. In addition to the
first term, which is also present in the original implementation of
the CMA-ES, equation (7) also includes the term depending on the
cost function gradient. This update not only forces the distribution
mean to move more towards the basins where high-fitness
individuals are located, but takes into account the basins’ slope.
The hyperparameter ¢, determines the relative importance of
the gradient term in updating this mean. Ideally, its value should
be small far from the minimum; otherwise the atomic forces might
be very large, which in turn would shift the distribution mean
towards regions of the PES far from any minimum. As a
consequence, individuals generated in the following generation
would be characterized by very high energies and the conver-
gence rate of the algorithm would be reduced considerably or fail
completely. Conversely, in order to speed-up the convergence,
one would want a large value of ¢, close to the minimum and/or
in flat regions of the PES where the cost function is almost
constant. This suggests to adapt the value of ¢, iteratively. In order
to satisfies the former two conditions, we employed an update in
the form:

09| Sy wiVF ()l
EflIz[T,]

where Z~N(0, Is;) and E indicates the expectation of a random
variable. The hyperparameter ¢z has been set to 0.10% ev™!
throughout the present work.

While the algorithm is characterized by the presence of several
hyperparameters, in practice the default values suggested in
reference*® have been found to be adequate. This makes 6, m©®

9tV = cWexp|cp|1 - , (8)

,m,
and ¢, ¢, and cf,o) the only problem-dependent quantities. This is
a small set of parameters, all of which have a straightforward
physical interpretation, thus making their tuning an uncompli-
cated task. Additionally, the fact that these hyperparameters only
assume numerical values, greatly helps in understanding the
effect of the hyperparameter value on the performance of the
algorithm. A systematic improvement of the search is then also
possible by increasing or decreasing their values in a structured
way. For example, some defects might be characterized by long-
ranged defect-defect interactions. In this case one can run a
couple of calculations with increasing values of ¢, and ¢, and
check whether larger values of these hyperparameters lead to a
new global minimum. In some cases, even if defect-defect
interaction are long-ranged, as in the cases of charged defects, still
rather small values of ¢, and ¢, can be used. This is illustrated in
the Supplementary Fig. 2, where a charged defect is considered.
Moreover, it is natural to initialize m© with the coordinates of an
intuitive initial defect configuration and to let x\’ = m(© for all
the individuals of the initial generation. For example, for a system
with a vacancy, such initial configuration would consists in the
supercell with the removed atom, before any optimization of the
atomic positions takes place. Similarly, for an interstitial impurity,
the initial configuration would be the unrelaxed supercell with the
defect placed in some reasonable interstitial site. We call such an
initial defect configuration the population founder.

Once the EA has converged to a single structure, this is
optimized locally, after removing all constraints on the atomic
positions, by means of some gradient-based optimization method.

Performance: the Si; in Si with an analytic potential

To investigate the performance of the modified algorithm for the
optimization problem of finding low-energy configurations of
point defects in solids, we first considered the Si interstitial in bulk
silicon using a supercell containing a total of 217 atoms. Given the
large number of runs needed to perform a statistical analysis, we
used the Tersoff-like potential proposed in reference® for silicon,
since it is able to produce different local minima for the Si
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Fig. 1

Comparison of the performance of four different implementations of the CMA-ES. For each of the four implementations 50

independent runs of the algorithm were performed. a The distribution of total energies of the 50 final solutions with respect to the global
minimum. b The distribution of the number of fitness evaluations necessary before such converged solutions are reached. Labels: (a) Original
CMA-ES. (b) Initialization of the covariance matrix as per equation (4), without using a hard cutoff. (c) Initialization of the covariance matrix as
per equation (4), using a hard cutoff. (d) The final version of the algorithm, as proposed in this work including gradients in the update of the
distribution mean. In each violin plot, the white dot represents the median of the distribution, the bold black bar the interquartile range and
the thin black lines represents the range of data points comprising the interquartile range extended by a factor of 1.5.

interstitial defect. For all cases, as the population founder, we took
a configuration that gradient-based optimization methods relax to
a minimum of the PES with an energy around 0.5 eV larger than
the global minimum. The other parameters were set as follow:
0@ =0.084, ¢,=4A, c,=4A, ¢,=06A%eV". Different varia-
tions of the CMA-ES algorithm are then applied in order to find the
global minimum. For each algorithm, 50 independent runs are
performed. A run is considered to be converged when the
standard deviation of the energy of the individuals within a
generation remains below 0.01 eV for at least ten consecutive
generations. The converged solution is then relaxed, without any
constraint on the atomic positions, applying a gradient-based
optimization method.

The performance of the algorithms is compared in Fig. 1, where
the distribution of the energies of the converged solution (with
respect to the energy of the global minimum) and the distribution
of the number of fitness-function evaluations needed to reach the
solution are illustrated. Initializing the covariance matrix according
to equation (4) without introducing a hard cutoff (label (b)),
already helps the algorithm to converge to the global minimum
more often. A drastic improvement is obtained however when the
hard cutoff is also enforced (label (c)), illustrating the detrimental
role of a high search-space dimensionality on the overall
performances. As one can see, the algorithm proposed in this
work (label (d)) is both the most robust and requires the least
number of fitness-function evaluations, leading to much lower
computational costs. As mentioned above, updating the mean
using the gradient of the fitness-function might prevent the
convergence of the EA, especially when large 0 and ¢, are used.
In this example, only four runs do not converge due to this issue.
On the other hand, in all other cases, the EA always converge to
some solution. As shown by this discussion, the modifications
applied to the algorithm lead to fever evaluations of the fitness
function and a more robust implementation than the original one
(label (a)).

Case study: the Si; in Si with DFT

The short-ranged nature of interactions in the empirical potential
used in the previous section produces a too complex PES, with
several false minima, as one can notice from Fig. 1a. We will now
illustrate the algorithm performances on the Si; defect employing
DFT at a level of accuracy that allows to reproduce the defect
configurations observed in other DFT studies employing local or
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semi-local functionals*®™°. In particular, among the various defect
configurations that have been observed in these studies, we
consider those three with the lowest energy: the Si in an
hexagonal interstitial (H), in a tetragonal interstitial (7T), and the
split (110) configuration, where two silicon atoms form a
dumbbell configurations along the (110) direction (X). Well-
converged simulations tend to agree that the H and X
configurations have very similar energies, with the X one most
likely being the ground state. On the other hand, the energy of the
T configuration is noticeably larger*®*®°. Even though simple
exchange correlation functionals tends to underestimate the
formation energy of the self-interstitial defects, much more
accurate approaches tend to agree on the fact that the X and H
configurations have very similar energies, noticeably lower than
that of the T configuration®®™2. In this work, we also found that
the H and X configurations have very similar energies, but the
ground state is represented by H, with the energy of the X
configuration being just 23 meV higher. The energy of the T
configuration is around 0.37 eV above the ground state. These
results are adequate for the purpose of presenting the method
proposed in this work, as all the three low-energy minima are
present and the multimodal PES offers a realistic test case for our
approach.

We choose a T insterstitial as the population founder. While a
gradient-based optimization would lead to the T configuration,
our EA correctly converges to the H one. In particular, we repeated
the simulation three times, each time setting ¢,=4A. In two
calculations c\”) was set to 0 A2eV " and in one to 0.3 A2eV . For
the former set of calculations, 0 was set to 0.2 A, for the latter to
0.08 A. Finally, ¢, was set either 0, or 10A. In all cases, the
algorithm converged to the ground state. Even tough the choice
of the population founder generally falls on a very small set of
intuitive structures, in order to check the converge of the
algorithm with respect to the choice of such founder, we run six
simulations with the same computational parameters except for
the population founder. This was chosen by randomly displacing
the interstitial Si atom from either the H (three times) or T (the
other three times) site. The displacements were sampled each
time from a trivariate normal distribution with mean zero and
covariance matrix 0§I3, with oy equal to half of the Si-Si distance in
the pristine supercell. Supplementary Fig. 3 shows that in all cases
the algorithm converged to the same configuration with a
comparable number of fitness-function evaluations. Even in the

Published in partnership with the Shanghai Institute of Ceramics of the Chinese Academy of Sciences



case when the population founder is characterized by a complex
structure with an energy very close to the global minimum, such
as in the case of the X configuration for the Si interstitial, the
algorithm is able to find the global minimum using a similar set of
hyperparameters values, as illustrated in Supplementary Fig. 4.

As mentioned in section Evolutionary Algorithm, a balance
between 0@, c¥, and ¢, must be kept. As too large initial
variances will lead to highly disordered structures characterized by
large energies. Hence, if cf,")::o, the population mean will be
shifted to areas of the PES far from any minimum, making the
convergence very slow and diminishing the probability to find the
global minimum. In general, one should reduce céo) the larger o
and ¢, are. However, we can use this phenomenon in order to
force the algorithm to converge to some local minimum. To give
an example, the algorithm converges to the X configuration by
setting 0@ to 0154, ¥ to 005A2eV™" and ¢ to 25A.
Additionally, another local minimum with energy of around
0.4 eV above the ground state was found by increasing 0 to
0.18 A. This discussion shows how an extensive exploration of the
PES can be obtained by increasing systematically the algorithm
parameters controlling the variance for atomic displacements,
forcing the algorithm to converge not only to the global minimum
but to local ones as well. As the evolutionary process is stochastic
in nature, results will generally vary from run to run. However, the
above analysis describes a trend we observed all the times our
method was employed.

Figure 2 shows the average population energy as a function of
the number of evaluations of the fitness function. The zero of the
scale is set to the energy of the fully relaxed H configuration,
which represents the ground state. The bold black line represents
a run that converges to this ground state. Note that since a hard
cutoff is applied, the energies of the converged structures will be
larger than the ground state one. In any case, if the cutoff is large
enough, a gradient-based optimization can be used to quickly
relax these structures to the proper global minimum, as shown by
the dotted lines. One can also note that in the last generations, the
average population energy changes very little. In the present
work, we consider the algorithm to be converged when the
population standard deviation remains below 0.01 eV for at least
ten consecutive generations. This in an extremely conservative
criterion: for this system, setting a threshold of 0.1eV for the
population standard deviation still yields a converged solution
that relaxes to the ground state, but requires about half of the

103
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E—Ep (eV)

10°

107t
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Fig.2 Average population energy as a function of the number of
fitness-function evaluations. Calculations were done at the LDA
level for the Si; defect. The zero of the energy is set to the ground
state configuration for this defect (H). The maximum and minimum
energies for each generation are also shown. Black: initial
parameters: ¢, =4 A, ¢, =104, 0® =008 A and ¥ = 0.3 A2ev .
Red: initial parameters: c¢,=5 A, =25 A, 0?0) =0.15A and
9 — 0.05A2eV". The dotted lines represent the calculations
needed to relax the converged solution to the equilibrium
configuration using gradient-based optimization.
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number of fitness-function evaluations, as shown in Supplemen-
tary Table 1. Another run of the EA is shown in Fig. 2 by the red
line. In this run we used the initial parameters that lead the EA to
converge to the X configuration. Both runs start from the same
population founder, but, by comparing the two lines, is clear that
larger values of cf,oj and 0 yield structure with a much higher
energy, making the algorithm convergence slower and reducing
the probability of finding the global optimum.

Unsupervised Machine Learning Model

While the CMA-ES algorithm has proven to be very reliable on a
large set of non-separable multimodal benchmark functions, in
some complex cases, particularly large population sizes are
required in order to reach the global optimum*'. Moreover, even
when the algorithm converges to the global optimum, it might
also sample basins containing other low-energy minima, a
phenomenon which is of interest for finding metastable defect
configurations. As discussed in the previous section, it is possible
to find metastable structures by varying the initial parameters, but
it is necessary to rerun the algorithm in order to make it converge
to these competing minima. While this offers a simple and
systematic method for finding metastable structures, one would
wish to limit the number of DFT calculations. A method to exploit
all the data generated during an evolutionary run and discover
low-energy minima without the need to rerun the algorithm
would thus be particularly useful.

To illustrate the ability of the EA to explore basins of the PES
different from the one containing the converged solution, we take
a multimodal function whose global minimum is difficult to reach,
Fig. 3, as an example. Even though the cost function at the global
minimum, x*, has a considerable lower value than the local
minima, convergence to x* is not straightforward. As a concrete
example, consider the situation depicted in the inset. The red dot

Fig. 3 Exploring the minima of an objective function.
A reparametrization of the two-dimensional Ackley function,
f(x1,x;) = —a exp<fb 1(x3 +x§)) — exp[}(cos(cxq) + cos(cx,))]
+e+a, with a=3, b=1, c=n/3, chosen in such a way that the
basins of the local minima and of the global minimum have a
comparable width. In the inset, the function is evaluated on the x,
=0 plane. The red dot represents the location of m® and the red
error bar represents the magnitude of 0. The gray area represents
a region of the search space where a gradient-based optimization
approach would lead to the global minimum.
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represents the location of the CMA-ES initial mean m® and the
red error bar represents the magnitude of o®. We employ the
basic implementation of the CMA-ES and use a population size of
20 individuals. In such conditions, even though the initial global
step-size is large enough to allow exploration of the basin of x*,
the algorithm might not converge to this optimum, as the region
of the x* basin where cost function is lower than other minima is
relatively narrow. As a consequence, the update of m might lead
the individuals distribution to shift toward other basins. As a
matter of fact, if we define p as the probability that the CMA-ES
will converge to x* in this problem, and let p be the maximum
likelihood estimator of p, then, after running the algorithm 3000
times, the calculated value of p is found to be =0.79. This is a
rather low probability, considering the fact that the problem is
only two-dimensional. For comparison, if one employs the
standard parametrization of the Ackley function, keeping the
other parameters unaltered, the calculated p turns out to be 1.
Nevertheless, even when the algorithm does not converge to x*, it
still visits regions of the search space within its basins. For this
problem, we found indeed that the estimated expected number
of times this happens is around 10. Even though only a very small
fraction of individuals visits the basin of the global minimum, in
the context of the present work we might expect that structures
located in the global minimum basin to be noticeably different
from those located in other basins, and thus recognizable by some
unsupervised learning method even if there are very few of them.

In particular, analyzing the way the CMA-ES operates in the
evolutionary process, one would expect that in the first
generations widely different structures are generated. As the
evolution proceeds, the algorithm will tend to converge to some
basin, and the overall covariance of the individuals distribution
will decrease, generating more and more similar structures.
Assuming that the structures belonging to a certain basin are
characterized by certain common features, employing appropriate
structural descriptors these structures will appear as localized
clusters. This suggests using a density-based clustering algorithm
in order to identify these structures, as described in the
example below.

Case study: Pristine silicon with DFT

For presenting the unsupervised model used to find low-energy
defect configurations, pristine silicon is an interesting case study.
For this system, the global minimum is obviously the defect-free
diamond lattice structure; however there are several metastable
defect laden structures, including Frenkel pairs, where a Si moves
to an interstitial position and leaves behind a vacancy, and the
fourfold coordinated defect (FFCD)**, which is possibly the
intrinsic defect in silicon with the lowest formation energy. In
order to run the proposed EA, we centered the “defect position” to
one of the Si atoms in the supercell and used the following
computational parameters: ¢, =44, ¢,=204, 6®=0.1A and
¥ = 0.05A%eV". Running the EA, we found it to converge, as
expected, to the diamond structure.

In order to exploit all the data generated during this
evolutionary run, we represented all the generated structures
using the crystal structural fingerprints proposed by Oganov and
Valle®®, These structural fingerprints give a description of the
supercell structure analogous to that of a pair correlation function:
a smoothed histogram of the distribution of distances of pairs of
atoms is constructed. On the calculated structural fingerprints, we
then applied principal component analysis (PCA) and kept only
the first two components, which preserve more than 95% of the
dataset variance, as shown in the bottom-right inset of Fig. 4. The
main panel of Fig. 4 shows the first two principal components of
the collected structure. The shape of the scatter plot is very
characteristic and we can compare it to that of a comet: a dense
region of structures, those obtained in the last generations, form
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Fig. 4 Representation of the structures visited by the evolu-
tionary algorithm. Results showed for pristine bulk silicon crystal.
Scatter plot of the first two principal components of crystal
fingerprint descriptors for the structures generated during the EA
run (see main text for the details). Cluster centroids are shown with
crosses. The inset at the top-left corner shows the k-distance plot
used to find the clustering parameter €. The inset at the bottom-
right corner shows the cumulative explained variance ratio (CEVR) as
a function of the number of principal components (Npc). Cluster
names are given according to their distance from the left-most
cluster and they are ordered in the legend according to their size.

the head, while the tail is more rarefied and is composed by the
structures generated in the first generations. The first principal
component strongly anticorrelates with the generation number so
that the further a structure appears to the left of the plot, the more
it belongs to later generations. As expected, between the head
and the tail one can notice some regions with a noticeably higher
density of structures. In order to collect them into distinct clusters,
we employed the density-based DBSCAN algorithm®>. This
algorithm uses core points in order to identify clusters. A core
point gc is a point such that a sphere of radius € centered on it
contains at least minPts points. All points with a distance of less
than € from qc are said to be directly density-reachable from it. A
cluster is made of all points for which a chain of sequentially
directly density-reachable points connecting to a core point exists.
All other points are considered to be noise and represented by
crosses in Fig. 4. To obtain this figure, we set minPts to 8 and the
value of € was chosen by analyzing the 8-distance plot shown in
the top-left inset of the figure. In particular, the exact value of ¢
has been chosen in order to obtain distinct and dense clusters.
Given the large variance preserved by the projection onto the
subspace spanned by the first two principal axes, we can perform
the clustering on this two-dimensional space, rather than on the
original space. This is particularly advantageous since clustering
methods based on neighborhoods, as quantified by the Euclidean
metric, would perform very poorly in high-dimensional spaces.
The obtained clusters were labeled according to their Euclidean
distance from the converged solution (the pristine Si supercell),
with Cy being the cluster containing the converged structure and
C,4 being the cluster whose centroid is the most distant from that
of Co. The Euclidean distance perhaps offers the most natural
way of selecting the most interesting clusters, as it produces a
measure of how distinct structures differ according to their
geometric representation. Additionally, one can also consider
distances in distributions, specifically how much the distributions
that have generated the individuals in the clusters of interest
differ, on average, from the distribution of the converged solution.
In order to assess the similarity between two probabilities
distributions, we use two quantities: the Kullback-Leibler (KL)
divergence and the Bhattacharyya distance. The KL divergence
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Fig. 5 Similarity measures for clusters of structures. a Cluster relative average KL divergence and relative average Bhattacharyya distance.
b Distribution of the KL divergence, Bhattacharyya distance, and Euclidean distance for the individuals in cluster Cs.

Fig. 6 Defective structures in stoichiometric Si supercells found by the clustering method. a The FFCD. b The Frenkel pair where Si; is in an
hexagonal interstice. ¢ The Frenkel pair where the interstitial Si is in the split (110) configuration. Images created with VESTA”>.

quantifies the similarity between probability distributions P and Q
according to:
P(X)}

D (P||Q) = Exp |In —=£|, )

w(PQ) = Exesin 500
where X indicates a random variable and the expectation is taken
with respect to X which is distributed according to P. The
Bhattacharyya distance function takes the form:

Dg(P,Q) = —In ( / mdx) (10)

Figure 5a shows the clusters relative average KL divergences
and Bhattacharyya distances. In particular, the cluster average
divergence or distance is calculated according to:

(B(C) = -3 (e Py an

i

where P; represents the distribution of the population where
structure i belongs, and P; represents the distribution of the last
population, and nc the number of structures in that particular
cluster.

One can see that in this case the relative KL divergence and
Bhattacharyya distance noticeably differs from the value obtained
for Co. While the former increases monotonically with the
Euclidean distance from C,, the latter changes by small amounts.
In any case, cluster C, seems to be an ideal candidate for
discovering new structures as it is the most different in geometric
representation, as quantified by the centroid Euclidean distance,
and also in distribution, according to the KL divergence, from the
converged solution. C; contains only three structures, optimizing
them to the closest minimum using a gradient-based method
results in a structure relaxing back to the pristine system, one
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relaxing to the FFCD and one to another defective configuration
with a much larger formation energy: around 6.7 eV.

Since C, contains very few structures, one would want to
consider C; as the next cluster of interest. C; contains almost
250 structures and it is not convenient to relax all of them. One
has to employ a finer selection scheme for shortlisting them.
Following the idea of choosing structures according to their
Euclidean distance and distribution distance with respect to the
converged solution, in Fig. 5b we show the distributions of these
quantities for the structures in Gs. As the clustering algorithm is
based on the density in the linear space spanned by the first two
principal axes, it is not surprising that the variance of the
Euclidean distance from the converged solution is relatively small.
However, structures in the same cluster can be sampled from
rather different distribution; therefore the cluster might show a
much larger variance for the KL divergence and Bhattacharyya
distance. Hence, we selected only those structures in C3 whose
Euclidean distance from the converged solution falls in the upper
quartile range and whose KL divergence and Bhattacharyya
distance are above the respective median values. This procedure
returns 30 structures, which are then optimized with a gradient-
based method. Of these, 22 relax back to the pristine supercell,
one relaxes to the FFCD, two structures relax to a defective
configuration with a formation energy of around 4.4 eV, which can
be described as a Frenkel pair where the interstitial atom is in a H
site, one structure relaxes to another Frenkel pair, this time the
interstitial is in a X site and has formation energy of around 4.6 eV,
and the remaining four structures relax to more disordered
configurations with formation energies between 6.4 and 9.5eV.
The three discovered defective structures with the lowest
formation energy are shown in Fig. 6. While different filtering
criteria than the one suggested here can be used, this analysis
shows the efficacy of the presented approach for selecting a small

npj Computational Materials (2021) 71

np)



M. Arrigoni and G.K.H. Madsen

number of structures which lead to diverse low-energy minima
with a modest computational cost.

Supervised machine learning model

The algorithm outlined in section Evolutionary Algorithm is in
itself able to find low-energy defect configurations, for all systems
considered in this work, at a reasonable computational cost.
Nevertheless, the convergence of the self-consistent field cycle
might pose a more daunting task in terms of time and computer
power for particular systems and/or when very large supercells
must be employed. It is therefore desirable to use a ML
metamodel able to accurately predict the system electronic
energy and thus reduce the number of required first-principles
calculations and hence the computational burden. As we
mentioned in the introductory section, efficient materials descrip-
tors and models have been shown to be able to approximate DFT
energies within few meV per atom®** 3% Among the various
proposed models, we have chosen to employ GP regressors>®, as
they have already shown to be very effective in reducing the
amount of first-principles calculations required in EA3**° and in
other optimization problems encountered in materials science,
including Bayesian optimization®’~®'. Furthermore, the underlying
Bayesian formalism enables the use of an on-the-fly active
learning training during the evolutionary process, as will be
described later in this section.

A GP is a collection of random variables such that any finite
subset thereof is a jointly-Gaussian random vector. In our case, we
are interested in modeling the cost function f as a Gaussian
random variable. The value of f depends on the actual crystal
structure, which is described by appropriate descriptors and forms
the input x of the model. The joint distribution of f in uniquely
defined by a mean function m(x) and a kernel function k(x,x’). In
particular, we can conceptually divide the input vectors into a set
which is used for training, for which we know the value of the
cost function, and a set representing previously unseen structures.
To distinguish between quantities already observed and quantities
that concern the prediction of the cost function, we add a
superscript * to the latter. According to this notation, let X be a
n, x d matrix where each row represents an input vector x, i=
1, ... ,n, at which one would want to predict the value of f, then
the joint prior distribution of the random vector f, where
fi =f(x;), i=1,...,n,,is, according to the model:

£X*, m,k ~ N(m* K(X*, X)), (12)

where the components of m" are given by m; = m(x’) and the
elements of the covariance matrix K are given by: Kj = k(x", x}).
Note that the mean function m and the kernel function k are
always the same whether we are considering observed points or
not. Conditioning the prior distribution of f’, equation (12), on the

values of f observed on a set of input vectors X € IR™, yields the
joint posterior distribution:
£|X*, X, f,m, k ~ N (u*,E*), (13)

where the posterior mean u” and covariance matrix £ are given,
respectively, by:

E=m" KX XK (X X)(F— m) (14)

I = K(X*,XT) — K(X*, X)K~T (X, X)K(X, X). (15)

Once the posterior of f is obtained, one can make predictions at
inputs X~ by using the posterior mean u": the estimator which
minimizes the mean squared error of the prediction. The most
critical aspect affecting the posterior distribution is the choice of
the kernel function k. Several kernels have been proposed in the
literature. In the present work, we employ a linear combination of
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two squared exponential kernels:

2 2
x—xI3 _X)exp_nxx'nz)

k(x,x') = C| xexp —
(%) ( P 2P 2

(16)

The length scale hyperparameters /; and /, have been constrained
on the range [10%,10°] and [1072,10?], respectively, in order to
add flexibility to the prediction distribution. A similar kernel has
been used in reference® in a GA context and has shown good
performances. The values of the hyperparameters C, I;, and /, are
obtained during the training phase by maximizing the log
marginal likelihood, as described in reference®; while the value
of x is chosen by the user in [0, 1]. Regarding the mean function,
we took it as the sample mean of the dataset.

An advantage of having the posterior covariance matrix, is that
for each prediction we have an estimation of its uncertainty. We
use this quantity in order to decide which structures generated by
the EA should have their fitness evaluated directly by a DFT
calculation, or approximated by the GP metamodel. In particular,
at each generation g, the GP metamodel is trained using the
individuals in the previous generations whose energy has been
calculated directly by DFT. The model then calculates the
prediction standard error for each individual in generation g. If
this quantity is larger than a user-define threshold, then the DFT
energy is calculated for that individual, otherwise the GP-
predicted energy is used. This is an effective way to train the
metamodel on-the-fly allowing for a certain degree of active
learning: the metamodel can automatically choose the proper
training data needed to maintain a predefined accuracy for the
approximated PES. It is important to note that it is not necessary
for the latter to be an exact reproduction of the true PES: the
approximation should be good enough to represents the main
basins of the PES, but these need not to be an exact replication of
the real ones. The main purpose of the metamodel is to offer a
surrogate PES which can be used for sampling the real one at a
much lower computational cost.

With the metamodel in use, the number of fitness-function
evaluations can be considerably reduced, as shown in Fig. 7. In
particular, we considered the same Si; defect and computational
parameters as in section “Case Study: the Si; in Si with DFT".

301 = /0 Metamodel — (E)
S == \v/ Metamodel Fingerprints --- FFE
) 201 v/ Metamodel MBTR

o
w
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100 200 300 400 500

Generation
Fig. 7 Reducing computational costs using the ML metamodel.
Comparison between two types of runs of the EA for the Si; defect.
One type employs only DFT calculations (black lines) and one is
performed with the use of the machine learning metamodel,
emyploying either the crystal fingerprints descriptors (red lines) or
the MBTR ones (blue lines). Dashed lines represent the number of
required fitness-function evaluations. The bold lines, the population
average energy referenced to the ground state energy of Si
obtained in LDA calculations.

Fitness-function Evaluations
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Two types of runs were performed: for one type we employed the
metamodel during the evolutionary process while the other run
we did not. In both cases, the converged solution relaxed to the
ground state. The metamodel was trained employing both the
crystal fingerprint descriptors proposed by Valle and Oganov®*,
which we already introduced above, and the more recently
proposed descriptors: the many-body tensor representations
(MBTR)®2. The latter can be considered a generalization of the
former, including more general relationships between atoms in
the system and taking many-body terms into account. In
particular, we employed only two- and three-body terms and
we calculated these descriptors using the DScribe library®>.
The minimum standard error allowed for the metamodel was
set to 10 meV per atom. From Fig. 7, one can notice that when the
metamodel is employed, no explicit energy calculations need to
be performed after a certain amount of generations. Overall, even
tough the metamodel run needs a larger number of generations
in order to converge (partly because no gradient term is used in
updating the population mean), it requires a considerable less
number of fitness-function evaluations. In particular, this number
is reduced by more than a factor of two employing the crystal
fingerprints descriptors and by more than a factor of eight

M. Arrigoni and G.K.H. Madsen

employing the MBTR ones. As the development of efficient
materials descriptors is a very active field of research in materials
science, the number of DFT calculations might be reduced even
more with the most recent descriptors.

Case study: The neutral [Jo in TiO, anatase

We finally applied the method proposed in this study to a
complex defect in a transition-metal oxide. The uncharged oxygen
vacancy, [o, is perhaps the native defect of anatase TiO, that has
received the most attention both from experimental and
computational studies. Several first-principles calculations have
been performed using a wide range of functionals and different
structures have been reported. Simply removing an oxygen atom
from the host material and relaxing the atomic positions typically
leads to the “simple” vacancy structure, which is characterized by
the localization of the two extra electrons on the vacancy site and
has the point group symmetry mmz2, Fig. 8a, b. However, another
configuration with considerable lower energy can be obtained.
This is called the “split” vacancy configuration and is distinguished
by a broken symmetry (point group 2) and the localization of an
extra electron on a neighboring Ti atom®"%’, Fig. 8c, d. Due to the
inability of standard DFT to treat strongly localized electrons, the

¢
M

Fig. 8 Electronic structure of the possible (meta)stable [Jo configurations in TiO, anatase. Isosurfaces for: a the simple vacancy, c the split
vacancy, and e the delocalized vacancy plotted for the valence electron density projected onto the defect-induced level. Isosurfaces levels are
shown at 0.005 e A3, Electronic density of states for these configurations, calculated at the HSE15 level using a 2 x 2 x 2 k-point mesh: b the
simple vacancy, d the split vacancy, and f the delocalized vacancy. The dotted lines represent the Fermi level. The gray areas emphasize
occupied states. The energy is referenced with respect to the valence band maximum (VBM).
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split configuration is most prominent using either the DFT+U
approach or hybrid functionals. We have recently shown that DFT
+U, which is computationally much less demanding, is able to
yield geometric structures in good agreement with those obtained
with hybrid functionals®’. The agreement of the defect formation
energy is considerably worse: using DFT+U, we found that the
simple vacancy configuration has energy 0.77 eV larger than the
split vacancy, while using HSE, this difference is of about 0.38 eV®’.
In both cases these minima are however clearly distinguishable.
Based on these observations, we will explore the low-energy
configurations of this defect at the DFT+U level, using the EA and
the density-based clustering method in order to explore the PES. A
final set of selected structures is then studied also with a hybrid
functional.

The results we present below are obtained by setting the
following values for the EA hyperparameters =654, ¢, =204,

0®=0.12A and cg) =0.3A%eV™". We have run the EA multiple
times with different hyperparameters values (c, from 4 Ato65A4,
¢ from 3A to SOA 0© from 0.10A to 02 A and ¥ from 0 A2
eV~ ' to 0.3 A%2eV ). In all cases the solution of the EA converged
to the same defect configuration.

Employment of the metamodel does also lead to the same
solution, if similar values for the hyperparameters are kept and the
threshold value for the prediction standard error is set below
10 meV per atom. As mentioned in the previous section, the main
advantage of the metamodel consists in reducing the number of
DFT calculations. As shows in Fig. 9, even with a complicated PES
as the one produced by the DFT+U method, the crystal fingerprint
descriptors of Valle and Oganov allow to obtain accurate
predictions of the DFT energy after few tens of generations. In
particular, the figure illustrates the validation root mean square
error (RMSE) and prediction standard errors as a function of the
generation. The results at generation g are obtained by training a
GP regressor on the previous generations. The energy values at
generation g are then used as the validation set where the RMSE is
calculated. One can see that a prediction RMSE and standard error
within 10 meV per atom are readily achieved after a couple tens of
generations. As a matter of fact, it is in the nature of the EA that
the more the evolution proceeds, the more similar structures are
generated. Hence, the prediction RMSE will ultimately decrease, as
can be seen from equation (14), which shows that the prediction
of a GP is a linear smoothing of the training set targets.

With all the parameters described in the previous section, we
found the EA to converge always to a configuration which is
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Fig. 9 Performance of the crystal fingerprint descriptors during
the evolutionary process. Results shown for [Jo in anatase TiO,.
Bold black lines represent the calculated root mean square errors.
Blue dots represents the values of the prediction standard error.
Each generation corresponds to 20 fitness-function evaluations.
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neither the simple nor the split vacancy one. This configuration
resembles somewhat the simple vacancy, but has lower symmetry
and considerable lower energy: its formation energy is only
around 30 meV larger than that of the split vacancy. We named
this configuration as the “pseudo-symmetric” vacancy.

In order to look at other explored regions of the PES, we again
represented the structures visited by the EA using the crystal
fingerprints and plot the two principle components as a scatter
plot in Fig. 10a. We obtain an analogous cloud as that of Fig. 4.
Also in this case the first principal components strongly antic-
orrelates with the generation number so that the later generations
are found to the left. We employed the clustering approach
described in section Unsupervised Machine Learning Model
collecting all the structures visited by a run of the EA. We set
the DBSCAN parameter minPts to 8 and found the value of ¢ by
analyzing the 8-distance plot shown in the inset of Fig. 10a.
Several clusters were found, with C, being the largest one since it
contains individuals generated in the last generations, where the
structures are similar to one another. Nine other clusters were
found. As in section “Case Study: Pristine silicon with DFT”, their
names reflects the magnitude of the Euclidean distance from C,.
The behavior of relative average KL divergence and Bhattacharyya
distance per cluster is similar to the one described by Fig. 5a, but
this time both quantities increase monotonically with the cluster’s
centroid distance from Co. In particular, both quantities also show
a steep increase in magnitude already from C;, illustrating that the
algorithm is indeed able to separate the converged structure from
others. According to these observations, we took the structures in
Co, Cs, Which are relatively small clusters with large values of the
relative (D(C)) and we also included the structures in Cs, since the
cluster is very small. The overall number of structures in the three
clusters is the following: ten for C, seven for Cg, and six for Cs.

We relaxed all 23 structures from the three clusters using a
gradient-based optimization algorithm. Multiple new minima were
found, including a configuration with energy lower than that of
the split vacancy by around 50 meV, but with a closely related
structure. As a matter of fact, most of the new local minima show a
structure either similar to that of the pseudo-symmetric vacancy
or to the split vacancy, but have distinguishable different levels of
lattice distortions. Adding to these structures those of the known
symmetric and split vacancy configurations, we obtain a total of
25 structures, whose distribution in formation energy, with respect
to that of the split vacancy, is shown in Fig. 10b. The presence of
several low-energy minima indicates that the PES described by the
DFT+U method is artificially complex. As the next step, we
grouped all these 25 structures into nine families, according to the
values of their first two principal components; specifically, the
family with index 5, includes the pseudo-symmetric configuration,
that with index 2 consists of the symmetric vacancy and that with
index 4 includes the split vacancy. Other indices are assigned to
families that do not comprise these configurations. From Fig. 10b,
one can see that in general each family comprises structures with
very similar formation energies. However, some exceptions
appear: structures belonging to the same family might have a
notably different energy and structures with very similar energy
might belong to different families. We then selected a represen-
tative for each of the nine families and we relaxed its structure
employing the HSE15 functional using just the I point. All except
two (the representatives of family 3 and 1, both belonging to Co)
relaxed to the same split-vacancy configuration reported in ref. ¢’
(including the various pseudo-symmetric vacancy configurations),
showing that many of the minima appearing on the DFT+U PES
are indeed spurious and disappear when a more accurate
functional is used. The remaining two structures relaxed to a
configuration characterized by large displacements of the two
oxygen atoms close to [Jo, which is neither the simple nor the
split vacancy. We name this structure the “delocalized vacancy”
configuration, as the extra electrons are delocalized in conduction
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Fig. 10 Structures and local minima found at the DFT-+U level. a The clusters found among the visited structures of an EA run for the [Jo in
anatase TiO,. Cluster centroids are shown with crosses. The inset shows the k-distance plot used to find the clustering parameter ¢. Cluster
names are ordered in the legend according to their size. b Distribution of the minima found at the DFT+U level from the selected clusters.

band states, as shown in Fig. 8e, f. We then reoptimize both the
split-vacancy and the delocalized vacancy structures employing a
larger 2 x 2 x 2 mesh for reciprocal-space integration, and found
that both structures remain (meta-)stable with the energy of
the delocalized vacancy only =59 meV higher than that of the split
vacancy.

In any case, the existence of the delocalized vacancy configura-
tion completes the atomistic description of the neutral [Jo in TiO,
anatase. In fact, considering the electronic structure of this defect,
three different scenarios are possible: in the simple vacancy the two
extra electrons are localized in the vacancy site, in the split vacancy
one electron is excited to a delocalized conduction band state,
while the other is strongly localized on a neighboring Ti atom,
reducing it to the +3 charge state and inducing strong lattice
distortions. Finally, in the delocalized vacancy, both electrons are
delocalized in the conduction band.

DISCUSSION

In this work we have proposed an approach based on a variation
of the CMA-ES algorithm optimized for finding low-energy
structures of point defects in solids. We have shown that the
algorithm is generally able to find the ground state defect
configuration for a set of defects showing different electronic and
structural properties. Using this algorithm, we were able to find
known low-energy defective structures and additional ones as
well. The computational costs required by the algorithm are
affordable even at the first-principles level, and can be further
reduced by employing a GP regressor which is trained on-the-fly
during the evolutionary process and is devised to guarantee a
minimum accuracy of the approximated PES.

The application of our proposed approach also demonstrates
how the DFT+U leads to an overly-complex PES, with several
spurious local minima, for the neutral [Jo in TiO, anatase, making
the convergence of the EA to the global minimum difficult.
However, the application of the unsupervised clustering post-
processing step allows for an efficient selection of interesting
structures, which can then be short-listed an studied with more
accurate functionals. Employing this procedure, we were able to
discover a low-energy configuration for the oxygen vacancy in
TiO, anatase, characterized by the presence of two electrons
delocalized in the conduction band, which completes the
atomistic description of this well-studied defect.

METHODS

DFT calculations

All first-principles calculations were performed employing the VASP code®,
using the projector augmented-wave (PAW) method®®. For the systems
involving bulk silicon the local-density approximation (LDA) for the
exchange-correlation functional'®”® was used. We employed a 2x2x2
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expansion of the conventional cubic cell, obtaining a supercell containing
64 atoms. The basis set included all plane waves with a kinetic energy
within 307 eV and the 3s and 3p electrons were considered as valence ones.
Reciprocal-space integrals were approximated by using the I-point only.

For TiO, anatase, the vast majority of calculations was performed
employing the DFT+U method”", where a U of 5.8 eV was applied to the d
electrons of the Ti atoms, keeping all other computational parameters as
those described in reference®”, with the exception that during the EA run,
only the -point was used. After the EA has converged a 2 x 2 x 2 k-point
mesh was used in order to relax the obtained solution to the closest
minimum. Finally, for selected structures, we performed also calculations
employing the Heyd-Scuseria-Ernzerhof screened hybrid functional
(HSE)’?. The amount of Hartree-Fock exchange in the HSE functional
was set to 15% as described in ref. 87 (HSE15). In all cases a supercell with
108 atoms was used.

For all considered systems, relaxation of the atomic coordinates by
means of gradient-based methods was done without any constraint on the
atomic positions until the remaining forces on each atom were less than
0.01eVA™".

ML models

The Gaussian-process regressor was implemented from the corresponding
classes defined in the gpytorch library. The DBSCAN clustering and PCA
were performed employing the implementation available in the scikit-
learn library.
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