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Abstract. This paper presents a new technique to adaptively measure
the current performance levels of a health system and based on these
decide on optimal resource allocation strategies. Here we address the
specific problem of staff scheduling in real-time in order to improve pa-
tient satisfaction by dynamically predicting and controlling waiting times
by adjusting staffing levels. We consider the cost of operation (which
comprises staff cost and penalties for patients waiting in the system)
and aim to simultaneously minimise the accumulated cost over a finite
time period. A considerable body of research has shown the usefulness
of queueing theory in modelling processes and resources in real-world
health care situations. This paper will develop a simple queueing model
of patients arriving at an Accident and Emergency unit and show how
this technique provides a dynamic staff scheduling strategy that opti-
mises the cost of operating the facility.

Keywords: Adaptive staff scheduling, staffing cost minimisation, in-
tegrated health care systems.

1 Introduction

Health care systems are gradually evolving from disparate general practices
and hospitals to integrated care delivery systems [1]. In this context developing
system-wide integration of administration, clinical care, information technology
(IT), and financing is the ultimate goal. It has been found that highly centralized
networks had better financial performance than did those in more decentralized
networks [2]. One of the important operational issues in health care involves re-
source planning such that the goals of high resource utilisation, meeting patient
response times and minimising cost are met [3]. A general modelling and solution
methodology found in the existing literature is a steady-state queueing network
model and an optimisation framework to guide resource planning decisions [5],
[4]. The authors believe that most methods are more appropriate either when
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patient arrival rates are expected to remain relatively constant or when all pos-
sible uncertainties in patient arrivals are known in advance so that an allocation
policy for a fixed time period can be predetermined. However in an Integrated
Health Care (IHC) system such fixed optimisation strategies are not the most
efficient since total knowledge of all possible scenarios will be impossible. Such
a policy for all times can lead to insufficient/wasted resources over some time
periods and ultimately increase in cost.

For management of a IHC system, queueing models can provide an analysis
capability which can improve the timeliness of interventions and be helpful in the
process of external scrutiny (e.g. by the Health Care Commission). Furthermore
they can be a starting point for verifying the credibility of reported performance
by different IT system solutions. This paper presents a solution methodology
based on transient queueing models as opposed to steady-state models which
can only provide information about the real-world system under the assumption
that the system is stationary. On the other hand a transient queueing model is
a more robust approach in providing approximate real-time information about a
health care system. In this paper the queueing model is combined with a dynamic
optimisation technique which determines a resource allocation policy based on
instantaneous system performance measurements and guarantees a minimised
accumulated cost over a finite time period. To be specific, the model of the
health care system adaptively determines the optimal staffing level (i.e. number
of clinicians) required to achieve a target level of customer service (i.e. target
waiting times) and minimises the staffing related cost of operating the facility.
In essence this is an attempt to answer the following question,

At a given time which resource allocation strategy gives the optimal cost?

and provide a financial planning model for IHC administrators and financial
managers to study and evaluate the economic impact of changes in a organiza-
tion’s resources at a given time.

The rest of the paper is organised as follows. The first section explains the
general staffing model considered in this paper. Next section which describes
the solution method for the model, presents the relation between accumulated
cost, staffing level and waiting times of patients. The section also describes the
adaptive technique to determine the optimal staffing policy over a finite time
duration. This is followed by a section on how this general model relates to the
specific problem of an Accident and Emergency (A&E) department. Finally sim-
ulation results are generated based on actual input data gathered from an NHS
centre in London. This paper concludes with some remarks on future directions.

2 Staffing Model

Planning staffing levels requires balancing two conflicting goals: minimising cost
and maintaining high service levels. Here the service level is defined by a waiting
time target. Increasing staff will reduce patient waiting times but will result in
high resource costs. A health care system will exhibit stochastic behaviour such
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Fig. 1. Adaptive Staffing Model

as the uncertainty in how long it takes to treat individual patients and arrival
rates of patients to different departments within a hospital. To account for this
randomness in behaviour the health system is modelled using queueing theory
principles (Fig. 1). The system is modelled as a network of c(n) service stations
or number of clinicians at n-th time instant. Patients enter the system and
either wait in a queue or go for treatment to one of the service stations. This
paper considers a First-Come-First-Served (FCFS) discipline and no priority
levels between customers even though more complex definitions are possible
(and should be incorporated to reflect phenomena found in real systems). The
staff planning involves determining how many clinicians are needed to provide
a target level of service at minimum cost. The stochastic nature of arrivals and
service times are represented by probability distributions. It is assumed that the
arrivals are random and Poisson distributed and the service rate is denoted as
μ(n) = μ · c(n). μ is the rate of service and c(n) is the number of servers and
the staff allocation amounts to deciding the level c(n). A maximum limit to the
number of servers that can be added is set to K. A GI/G/c(n) queueing model is
used here to provide a good approximation of time-varying patient arrival rates
and general service time distribution. The results section will consider patient
arrival intensities to follow a non-homogeneous Poisson distribution, that is a
Poisson process with a time-varying rate parameter to indicate a sudden rush
of patients. We will then show that this approach will adaptively allocate staff
levels to deal with these dynamics and ensure that patient waiting times do not
increase and miss targets.

2.1 Transient Approximations for GI/G/c(n) Model

Based on Pollazek-Khintchine formulas and ‘transient Little’s Laws’ [6] the dis-
tribution of the patient delay W (n) in the system when he or she arrives at time
n is given by,
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Fn(x) = G � [1 − ρ(n)]
∞∑

i=0

ρ(n)nHi�
e (x) (1)

where � represents the convolution operation. The system performance param-
eters at n-th time are calculated as follows,

Staff utilisation level: ρ(n)−1 = 1 +
μe

μ1p(n) + μ(Q(n) − B(n))

Patient waiting time in system: E[W (n)] = m + μ1p(n) + μ[Q(n) − B(n)]

Prob. the patient has to wait in queue: p(n) = α(B(n))

α(B(n)=
P (c; B(n))−P (c−1; B(n))

P (c; B(n))−(B(n)/c)P (c−1; B(n))

B(n) = max[0, μc[λ(n) − Q′(n)]]

Q′(n) = (Q(n) − Q(n − 1))/δ

where the additional parameter B(n) is the number of clinicians seeing patients
at a given time and P (c; B) =

∑c
i=0 e−BBi/i! [7]. The number of patients waiting

for treatment is Q(n) and δ is the duration of the n-th time interval. The mean
and equilibrium mean of the service time distribution is given by m and me

respectively. The means μ and μ1 are the means of service time and residual
service time distributions when Q(n) ≥ c at the time of a new arrival,

H(x) = 1 − [
Ḡe(x)

]c−1
Ḡ(x)

H1(x) = 1 − [
Ḡe(x)

]c (2)

and He(x) is the equilibrium distribution associated with H(x) and its mean is
denoted μe.

3 Adaptive Staff Planning Approach

Lets formalise the staff allocation problem now. Under a specific policy π a
sequence of decisions are defined which include at a specific time t a decision on
the number of staff 1 ≤ c(t) ≤ K to be allocated. In order to achieve both a target
waiting time and minimise the accumulated cost of staff resources, penalties on
missing targets and cost of patient queueing there is a need to add/remove part
of the staff depending on the workload and queue length. This is investigated
here in terms of a queueing model with many service stations. Given that Wmax
is the target maximum waiting time and Cr - the individual staff cost per unit
time, Cp - the penalty cost per unit time, Cs - cost associated with the queue
length per unit time, the objective function is given as,

Vπ = Eπ

[∫ ∞

t=0

(Crc(t) + Cp max(E[W (t)] − Wmax, 0) + CsQ(t)) dt

]
(3)

The above optimisation problem can be solved as a finite horizon dynamic pro-
gramming problem. The goal of this paper is to determine self-adaptive policies
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in order to minimise the accumulated cost of operation. The cost criterion is
minimised based on the mean waiting time, queue length and number of staff.
In this framework staff allocation is altered at the end of discrete-time equidis-
tant time intervals δ = 1/γ with γ = max(λ)+Kμ where λ is the patient arrival
rate. The cost at epoch n is given by,

C(i, c(n)) = (Crc(n) + Cp max(E[W (n)] − Wmax, 0) + Csi)/γ (4)

when Q(n) = i. The goal of this problem is to recursively find the decision
vector c = (c(1), . . . , c(N)) which finds the minimum cost path using dynamic
programming as follows,

V (Q(n) = i) = max
c(n)∈(1,...,K)

⎡

⎣C(i, c(n)) +
∑

∀j

p
c(n)
ij V (Q(n + 1) = j)

⎤

⎦ (5)

The complexity of this type of solution can be very high therefore we use a
technique called neuro-dynamic programming [8] to derive a near-optimal solu-
tion. Specifically we consider a one-step look ahead approach to approximate
the cost-to-go function such that,

Vn+1(Q(n + 1), c) =
∑

∀j

p
c(n)
ij (Crc + Cp max(E[W (n + 1)] − Wmax, 0)

+Csj)/γ (6)

for c ∈ {1, . . . , K}. The sojourn time for an arrival at the next epoch E[W (n+1)]
is calculated using matrix analytic methods when the number of servers is equal
to c. Then the resource allocation decision for epoch (n + 1) is given by,

c(n + 1) = min
c∈{1,...,K}

{C[Q(n), c(n)] + Vn+1(Q(n + 1), c)} (7)

4 Staff Planning in an A&E Unit

A&E departments are being placed under increasing pressure to process a grow-
ing number of patients safely and quickly. This is evidenced by the national
government target whereby 98% of patients must spend 4 hours or less from ar-
rival to admission, transfer or discharge, as well as an increase in the number of
attendances to A&E departments and walk-in centres in England. Concurrently,
in 2003−6, seven hospital trusts reported one or more A&E departments closed
or downgraded, with one new A&E department opening. For the remaining open
A&E departments it is important to be able to predict the changes in patient ar-
rivals and take optimal decisions that meet cost and service level targets. There
are many studies describing simulations of A&E departments in which either a
Poisson arrivals process is assumed or historical attendance is replicated. There
has been some success in application of queueing models to A&E departments
in particular the studies by [9,10,11] which will have limited success in complex
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Fig. 2. Adaptive staff management

systems. Firstly, the high-level queueing models used typically do not tie system
performance to the underlying resources. Secondly, many of these models do not
take into account phenomena that occur in the corresponding real life systems
such as time-varying arrivals. This paper goes beyond these models and presents
two new aspects for the first time. Firstly, the problem formulation jointly finds
the optimal set of resources that achieve waiting time targets and minimise cost.
Secondly, a transient queueing model and an adaptive performance optimisation
technique is developed that allocates resources on-line. Simulation results are
presented that shows the adaptive staff planning capabilities of the technique
described. A discrete event simulation (DES) of a multi-server queueing sys-
tem (Fig. 1) is built to model the complete emergency service centre. Here each
server represents one staff member. Actual arrivals data from an A&E unit in
London obtained over a one year period is used as input to the DES. The arrival
rates are computed by averaging over all the days in the year and the arrival
rate distribution is given in the first sub-plot in Fig. 2. The service rate of each
staff member is assumed to be 1.379 (patients/hour) and the cost parameters are
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Fig. 3. Accumulated cost

assumed to be, (1) cost of patients queueing for treatment is 3 cost units per hour
(2) penalty of missing the 4 hour waiting time target is 2 cost units per hour and
(3) resource cost is 5 cost units per hour. More realistic parameters can be used
and more complex models can be built when these techniques are applied to an
actual system. Results are obtained under two conditions over a 24 hour period
from 0000− 2400 hours. That is once when the staffing level is changed dynami-
cally and the other when the staffing level is maintained at a constant level of 10
clinicians during the day. The adaptive staffing policy takes values from the set
{1, 2, 3, 4, 5, 6, 10, 15, 20} such that accumulated cost of operation over the day
is minimised. The results of the adaptive staff allocation techniques is given in
Fig. 2 where measures from the system are plotted at time slots of 2 minutes.
Additionally it is assumed here that when a staff reduction is recommended by
the optimisation technique the DES takes the maximum between the suggested
level and currently busy number of staff. This is to represent that treatment in
progress is not interrupted. Sub-plots 2 − 3 shows that when ever the overall
waiting time during a time slot increases sharply the staff allocation policy rec-
ommends an increase of staff leading to a subsequent drop in the overall waiting
time over the next time slot. Sub-plot 4 gives the number of patients waiting in
a queue at each time slot during the day. The targeted performance results of
using this techniques is given in Fig. 3 and shows the performance management
capabilities that can be obtained by adaptively controlling the staffing level. The
first sub-plot indicates the average waiting time a patient arriving at the emer-
gency unit would face at any given time during the day. The second sub-plot
gives the overall accumulated cost of operating the facility for the day based on
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the cost parameters given earlier. This highlights the benefits of reduced overall
cost when adapting the staffing level dependent upon the current workload and
waiting times. This in effect also reduces the under utilisation of expensive staff
resources when the emergency unit is not busy.

5 Conclusions

This paper presented a new technique to adaptively allocate staff in a IHC
system in order to meet quality of service targets and minimise cost. The results
obtained show the benefit to management and administration of a health centre
to evaluate the effects of staffing policies on performance and cost. Furthermore
the unique adaptive nature of this technique means that decisions can be taken
in real-time in response to changes in workload.
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