Chapter 1
Automatic Refinement Checking for Formal
System Models

Julia Seiter, Robert Wille, Ulrich Kiihne, and Rolf Drechsler

Abstract For the design of complex systems, formal modelling languages such as
UML or SysML find significant attention. The typical model-driven design flow
assumes thereby an initial (abstract) model which is iteratively refined to a more
precise description. During this process, new errors and inconsistencies might be
introduced. In this chapter, we propose an automatic method for verifying the
consistency of refinements in UML or SysML. For this purpose, a theoretical
foundation is considered from which the corresponding proof obligations are
determined. Afterwards, they are encoded as an instance of satisfiability modulo
theories (SMT) and solved using proper solving engines. The practical use of the
proposed method is demonstrated and compared to a previously proposed approach.

1.1 Introduction

Due to the increasing complexity of today’s systems and, caused by this, the steady
strive of designers and researchers towards higher levels of abstractions, modelling
languages such as the unified modeling language (UML) [28] or the Systems
Modeling Language (SysML) [33] together with textual constraints, e.g., provided
by the object constraint language (OCL) [32] received significant attention in
computer-aided design. They allow for a formal specification of a system prior to
the implementation. Such an initial blueprint can be iteratively refined to a final
model to be implemented. The actual implementation is then carried out manually,
by using automatic code generation, or a mix of both.

An advantage of using formal descriptions like UML or SysML is that the initial
system models can already be subject to (automatic) correctness and plausibility
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checks. By this, inconsistencies and/or errors in the specification can be detected
even before a single line of code has been written. For this purpose, several
approaches have been introduced [3, 11, 12, 30, 31]. They tackle verification
questions such as “Does the conjunction of all constraints still allow the instantiation
of a legal system state?” or “Is it possible to reach certain bad states, good states,
or deadlocks?”. These verification tasks are typically categorized in terms such as
consistency, reachability, or independence [17].

However, these verification techniques are usually carried out on a single model
and, hence, are not sufficient for the typical model-driven design flow in which an
abstract model is generated first and iteratively refined to a more precise description.
Indeed, they enable the detection of errors and inconsistencies in one iteration,
but they need to be re-applied in the succeeding iteration even for minor changes.
Instead, it is desirable to check whether a refined model is still consistent to the
original abstract model. In this way, verification results from abstract models will
also be valid for later refined models.

For the creation of software systems, such a refinement process has already been
established. Here, frameworks such as the B-method [1], Event-B [2], and Z [34]
exist. These methods rely on a rigorous modelling using first-order logic. Exten-
sions, e.g., of Event-B to the UML-like UML-B or translations of UML to B
models, are available in [5, 29], respectively. But since the proof obligations
for a correct refinement in these frameworks are undecidable in general, usually
manual or interactive proofs must be conducted—a time-consuming process which
additionally requires a thorough mathematical background.

Hence, automatic proof techniques are desired. For this purpose, existing solu-
tions proposed in the context of hardware verification and the design and modelling
of reactive systems may be applied. Here, the relation of an implementation and
its specification (comparable to a refined and an abstract system) is traditionally
described by simulation relations on finite state systems (see, e.g., [7, 16, 21, 23]).
There exist algorithms for computing such relations [10, 25]. However, since these
algorithms operate on explicit state graphs, they do require the consideration of
all possible system states and operation calls—infeasible for larger designs. A
similar difficulty occurs when attempting to automatize the verification process
proposed by the B-method. In [20], an extension to the tool ProB has been proposed
which automatically solves all proof obligations created in the refinement process.
However, according to their evaluation, the run-time for the verification grows
exponentially.

As a consequence, an alternative solution is proposed in this chapter which
exploits the recent accomplishments in the domain of model-based verification
(i.e. approaches like [3, 11, 12, 30, 31]) using a symbolic state representation. Based
on a theoretical foundation of refinement, we can prove the preservation of safety
properties from an abstract model to a more detailed model. In contrast to the
existing approaches like in [24], this also includes non-atomic refinements, where
an abstract operation is replaced by a sequence of refined operations. By this, the
consistency of a refined model against an original (abstract) model can be checked
automatically.
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The remainder of the chapter is structured as follows. The chapter starts with
a brief review on models and their notation in Sect. 1.2. Section 1.3 describes
the addressed problem which, afterwards, is formalized in Sect. 1.4. The proposed
solution is introduced in Sect. 1.5 and its usefulness is demonstrated in Sect. 1.6
where it is applied to several examples and compared to the results from [20]. The
chapter is concluded in Sect. 1.8.

1.2 Models and Their Notation

Modelling languages provide a description of a system to be realized, i.e. proper
description means to formally define the structure and the behaviour of a system.
At the same time, implementation details which are not of interest in the early
design/specification state remain hidden. In the following, we briefly review the
respective description by means of UML and OCL. The approaches proposed in this
chapter can be applied to similar modelling languages (e.g. such as SysML) as well.

Definition 1. A model is a tuple m = (C, R) composed of a set of classes C and a
set of associations R. A class ¢ = (A, O,1) € C of a model m is a tuple composed
of attributes A, operations O, and invariants /. An n-ary association r € R of a
model m is a tuple r = (Fengs, Fmur) With association ends repgs € C" for a given set
of classes C and multiplicities rmu. € (INg x IN)" that is defined as a range with a
lower bound and an upper bound.

Example 1. Figure 1.1a shows a model composed of the class Phone which itself
is composed of the attributes A = {credit}, the operations O = {charge}, and the
invariant I = {i1}.

Invariants in the model describe additional constraints which have to be satisfied
by each instantiation of the model. For this purpose, textual descriptions provided
in OCL can be applied. OCL also allows the specification of the behaviour of
operations.

a
Phone
invit: - context Phone::charge()
ﬁ - dit: Int -
credit >= 0 credih. nieger post: credit > credit@pre
charge()

b c

p:Phone p:Phone

credit =15 credit =27

Fig. 1.1 Example of a model and its instantiation. (a) Given model; (b) State oy; (c) State o)
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Definition 2. OCL expressions ® are textual constraints over a set of variables V 2
A x R composed of the attributes A of the respective classes, but also further
(auxiliary) variables. An OCL condition ¢ € ® is defined as a function ¢ : V — IB.
They can be applied to specify the invariants of a class as well as the pre- and
post-condition of an operation, i.e. I S ®. An operation o € O is defined as a
tuple 0 = (<, >>) with pre-condition < € @ and post-condition > € P, respectively.
The valid initial assignments of a class are described by a predicate init € .

Example 2. In the model from Fig. 1.1a, the invariant i1 states that credit always has
to be greater or equal to 0. The post-condition of the operation charge ensures that
after invoking the operation, credit is increased.

Any instance of a model is called a system state and is visualized by an object
diagram.

Definition 3. Object diagrams represent precise system states in a model. A system
state is denoted by o and is composed of objects, i.e. instantiations of classes. The
attributes of the objects are derived from the classes and assigned precise values.
Associations are instantiated as precise links between objects.

In order to evaluate a model, it is crucial to particularly consider whether system
states are valid or sequences of system states represent valid behaviour. This requires
the evaluation of the given OCL expressions.

Definition 4. For a system state o and an OCL expression ¢, the evaluation of ¢
in o is denoted by ¢(0). A system state o for a model m = (C,R) is called valid
iff it satisfies all invariants of m, i.e. iff A\ .c-1.(0). An operation call is valid iff
it transforms a system state o, satisfying the pre-condition to a succeeding system
state 0,41 satisfying the post-condition,! i.e. iff <i(0;) and t>(0;, 0,+1). A sequence
of system states is called valid, if all operation calls are valid.

Example 3. Figures 1.1b and ¢ show two valid system states (in terms of object
diagrams) for the model from Fig. 1.1a. This is a valid sequence of system states
which can be created by calling the operation charge.

1.3 Refinement of Models

Using the description means reviewed in the previous section allows for a formal
specification of a system to be implemented. By this, precise blueprints are available
already in the early stages of the design. A rough initial model is thereby created

'The post-condition is a binary predicate, since it can also depend on the source state, which is
expressed using @pre in OCL.
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first which covers the most important core functionality. Afterwards, a refinement
process is conducted in which a more precise model of the respective components
and operations is created. This refinement process may include

* the addition of new components and relations (i.e. classes and their associations),

 the extension of classes by new attributes,

 the extension of the behavioural description (i.e. the addition of new operations
as well as pre- and post-conditions and the strengthening of existing pre- and
post-conditions), and

* the extension of the constraints (i.e. the addition of new and the strengthening of
existing invariants).

Example 4. Consider the model from Fig. 1.2a representing a simple phone appli-
cation. It consists of a phone with a credit which can be charged by a corresponding
operation. A possible refinement of this model is depicted in Fig. 1.2b. Here, the
post-condition of the operation charge has been rendered more precise, i.e. a
parameter defining the amount of credits to be charged has been added.

Remark. Up to this point, we do not consider the refinement of associations and
operation parameters. This includes the type of association and the multiplicities
of the associations ends. However, this is not due to a technical limitation of
our approach which can easily be extended to further description means. Here,
we decided to focus on the refinement of attributes and operations, considering
in particular non-atomic refinement, as these are the most important modelling
elements in formal system specifications. Other kinds of refinement, e.g. for
operation parameters, can be conducted analogously.

In the following, we denote the abstract model by m* and the refined model by m'".
A refinement is described by a refinement relation defined as follows:

Definition 5. A refinement relation is a pair Ref = (Refy, Refq) with

* Refy, describing the refinement of the states, i.e. Refy, !is a function mapping a
refined state o” to its corresponding abstract state 0¢, and

* Refg describing the refinement of operations, i.e. Refg, is a function mapping an
abstract operation o to a sequence o} - 05 - -+ - - o} € (0" of refined operations.

Example 5. The refinement from the model in Fig. 1.2a to the model in Fig. 1.2b
is described by the relation Ref=(Refy,Refg). That is, each state ¢” in the

a Phone b RPhone
credit: Integer credit: Integer
charge() charge(cr: Integer)
T T
context Phoné::charge() context RPhone::chdrge(cr: Integer)
post: credit > credit@pre post: credit = credit@pre + cr

Fig. 1.2 Refinement step. (a) Abstract model; (b) Refined model
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refined model (composed of objects from class RPhone) has one corresponding
state Refy, '(¢") = 0 in the abstract model (composed of objects from class Phone)
such that RPhone.credit = Phone.credit. Furthermore, the operation Phone::charge()
is refined so that Refg (Phone::charge()) = RPhone::charge(cr), i.e. a corresponding
operation with an additional parameter.

Adding details step by step—Ilike in the above example—is common practice
in model-driven design using UML or SysML. Nevertheless, during this manual
process, new errors might be introduced, leading to a refined model that is not
consistent with the abstract model any more. In fact, the refinement sketched above
contains a serious flaw.

Example 6. The refined model in Fig.1.2b allows for a behaviour that is not
specified by the abstract model. It is possible to assign a value equal to or less than
0 to the parameter cr, so that after calling the operation charge, the value of credit
does not change at all or even decreases. This contradicts the behaviour described
in the abstract model which only allows for a strict increase of that attribute. As a
possible repair of this inconsistency, the precondition pre: cr > 0 could be added to
the operation RPhone::charge(cr).

In order to identify and fix inconsistencies of the refinement, designers have to
intensely check the refined model against the abstract original—often a complicated
and cumbersome task which results in a manual and time-consuming procedure.
In the worst case, all components, constraints, and possible executions have to be
inspected. While this might be feasible for the simple model discussed above, it
becomes highly inefficient for larger models. Hence, in the remainder of this chapter
we consider the question “How to automatically check whether a refined model m”
is consistent with respect to the originally given abstract model m“?”

1.4 Theoretical Foundation

This section formalizes the problem sketched above. For this purpose, we exploit
the theoretical foundation of Kripke structures and their concepts of simulation
relations. We show how these concepts can be applied for the refinement of system
models provided e.g. in UML or SysML. This provides the basis for the proposed
solution which is described afterwards in Sect. 1.5.

Since we are considering models mostly in the context of software and hardware
systems, we assume bounded data types and a bounded number of instances in the
following.2 Based on these assumptions, the behaviour of a model can be described
as a finite state machine, e.g. a Kripke structure.

2This restriction is common in many approaches (e.g. [3, 11, 12, 30, 31]) and also justified by the
fact that, eventually, the implemented system will be realized by bounded physical devices anyway.
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Definition 6. A Kripke structure is a tuple £~ = (S, Sy, AP, £, —) with a finite set
of states S, initial states Sy C S, a set of atomic propositions AP, a labelling function
Z: 8§ — 2P| and a (left-total) transition relation —C S x S.

Using this formalism, we can define the behaviour of a UML or SysML model
and its operations as follows:

Definition 7. A model m = (C,R) induces a Kripke structure .7, =
(S, So,AP, £, —) with

* S being the set of all valid system states of m = (C, R),

* Sp being the set of initial states defined by the predicate init (cf. Definition 2),
ie. So = {o € S| init(0)},

* — being the transition relation including the identity (i.e. ¢ — o) as well as
all transitions caused by executing operations 0 = (<,>) € O of the model
(i.e. 01 — o0, with <(o7) and >(o1, 03)), and

e AP and .Z are defined s.t. .Z can be used to retrieve the values of the attributes
of o in the usual bit-vector encoding.

. . 2 .
We will write o 2 0, to make clear that an operation o transforms a state o; to a
state 0,.

With this formalization, we can make use of known results for finite and reactive
systems. To describe refinements in this domain, simulation relations are usually
applied for this purpose (see, e.g., [7, 10, 16, 21, 23, 25]). In this chapter, we adapt
this concept for the considered formal models. This leads to the following definition
of a simulation relation.

Definition 8. Let &/ = (So/, Sw0,APoy, L, — o) be a Kripke structure of an
abstract model and Z = (S, S0, AP%, L%, —2%) be a Kripke structure of a
refined model with AP O AP,,. Then, a relation H C S5 x S,/ is a simulation
relation iff

1. all initial states in the refined model have a corresponding initial state in the
abstract model, i.e. Vso € Sgzo3s; € Saro with H(so, s7,),

2. all states in the refined model are constrained by at least the same propositions
as their corresponding abstract state, i.e. Vs,s' : H(s,s') = ZLu(s) N AP, =
Z.(s"), and

3. all possible transitions in the refined model have a corresponding transition in
the abstract model leading to a corresponding succeeding state, i.e. Vs,s' :
H(s,s) => s >gt= 3 €Syst.s’ >t and H(t, ).

We say that Z# is simulated by 7 (written as % < &), if there exists a simulation
relation.

Example 7. As an illustration of the above definition, Fig. 1.3a shows the general
scheme of a transition between states from a refined model (denoted by s and t)
and a corresponding transition in an abstract model (from s" to #'). The simulation
relation H is indicated by dashed lines. Figure 1.3b on the right shows an example
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Fig. 1.3 Simulation relation. (a) Correspondence of states; (b) Example for simulation

for two Kripke structures. The abstract model is the one on the left-hand side and
simulates the refined model on the right-hand side. Initial states are marked by a
double outline. While all corresponding states agree on the atomic proposition p,
the refined model has an additional proposition ¢. It can easily be checked that for
each refined transition, there is a corresponding abstract one.

The simulation relation ensures that a refined model is consistent to an abstract
system, i.e. whatever the refined system does must be allowed by the abstract
system. Besides that, there might be more behaviour allowed in the abstract system
than implemented. If we have #Z < &7, then the traces of % are contained in those
of 7. This also means that globally valid properties of &/ carry over to %, as,
for example, the non-reachability of bad states. Hence, by proving that the applied
refinement Ref (cf. Definition 5) satisfies the properties of a simulation relation H,
the consistency of a refined model can be verified.

However, determining a simulation relation requires a strict step-wise correspon-
dence between the transition in the refined model and in the abstract one. But
refinements of UML or SysML models often include the replacement of a single
abstract operation by a sequence of refined operations (also known as non-atomic
refinement [6]). In order to formalize this, we need a more flexible relation. This is
provided by the notion of divergence-blind stuttering simulation (dbs-simulation).

Definition 9. Given two Kripke structures % and </ with AP4 2 AP, arelation
H C S% x S, is a divergence blind stuttering simulation (dbs-simulation) iff

1. V5o € Szods;, € S0 with H(so, 5),

2. Vs,s' 1 H(s,s') = Z#(s) NAPy = Loy(s'), and

3. each possible transition in the refined model corresponds to a sequence of 0 or
more abstract transitions, i.e. Vs,s' : H(s,s’) and s —4 ¢, then there exist
1.ty ..., (n > 0)such that s’ = 1y and Vi < n : t; =4 t;, | A H(s, ) and
H(s',1).

We say that & is dbs-simulated by .o, written as #Z <qps 7, if there exists a

dbs-simulation.

Compared to the original simulation relation, this definition is less precise with
respect to the duration of specific operations. But, it still guarantees that the
functional behaviour of the refined model is consistent with the behaviour of the
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a b
S/:[O
AN
H N~ H
! AN (n=0)
AY
§—>1
=1 —1 t— 1,
\ K » -
| , - P
Hi // - //’H
| - -
‘///// /// (i’l>1)
S —> 1

Fig. 1.4 dbs—simulation relation. (a) Correspondence of states; (b) Example for dbs-simulation

abstract model—even in the absence of a (step-wise) one-to-one correspondence of
the transitions. In particular, if the properties of the dbs-simulation are satisfied, a
bad state unreachable in .7 is also unreachable in Z.

Example 8. In Fig. 1.4, the dbs-simulation relation is illustrated. The general
scheme of corresponding states and transitions is shown in Fig. 1.4a. In Fig. 1.4b,
the abstract model on the left-hand side dbs-simulates the refined model on the
right-hand side. Note that the transition from the initial state of the refined model
is a stuttering transition, since it corresponds to an empty sequence of transitions in
the abstract model.

The above definitions provide the formal foundation for consistency checks
of refinements. By referring to dbs-simulation, we can preserve safety properties
from an abstract model to a refined model. Hence, by proving that the actually
applied refinement Ref (c.f. Definition 5) indeed satisfies the properties of a dbs-
simulation H (cf. Definition9), the consistency of the refinement is shown. In the
next section, we describe how the refinement for UML or SysML models can
efficiently be checked.

1.5 Proposed Solution

In this section, we present the proposed solution to automatically check the refine-
ment of the model m? to the model m". As outlined above, we particularly require
that the applied refinement Ref satisfies the properties of a dbs-simulation H.
For this purpose, all (valid) system states as well as all possible operation calls
in those states need to be considered. Naive schemes, e.g., relying on enumer-
ating all possible scenarios are clearly infeasible for this purpose. Hence, we
propose an approach that maps the problem to an instance of satisfiability modulo
theories (SMT) and, afterwards, exploits the efficiency of corresponding solving
techniques (such as [9]).
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To this end, we represent arbitrary system states and transitions for the abstract
model m® as well as the refined model m" together with their invariants and the
refinement relation Ref in terms of bit-vectors and bit-vector constraints. In the
same way, the verification objectives proving that the applied refinement Ref indeed
ensures dbs-simulation are encoded and checked automatically. In the following,
the resulting verification objectives are briefly sketched. Then, we illustrate how to
encode these in SMT.

1.5.1 Verification Objectives

As motivated in Sect. 1.3, we are interested in the relation between abstract
operations and their possibly non-atomic refinements. These operation refinements
are given as operation sequences according to Definition 5. By this, the refinement
check is reduced to the question of whether there is a sequence of operation
calls in the refined model that corresponds to a single call in the abstract model
(according to the given refinement relation), but violates the requirements of the
abstract operation. Unsatisfiability of such an instance shows that no such sequence
exists and, hence, the refinement is correct. Otherwise, a counterexample showing
the inconsistency is provided.

Based on this intuitive notion of refinement, we derive three verification objec-
tives that prove the correspondence of an abstract operation and its refined oper-
ations and are sufficient to prove dbs-simulation. By this, the preservation of
safety properties is guaranteed and the refinement is proven consistent. The three
objectives read as follows:

1. Check whether all initial states in the refined model indeed correspond to the
respective initial states in the abstract model, i.e.

Yoy : init(of) = init(Refy' (07)).

This check is illustrated in Fig. 1.5a.

2. For each step o} of the refined operation which transforms a refined state o7,
check whether this step does not lead to a succeeding state o} which is
inconsistent to its corresponding abstract states. In fact, the succeeding state o
either has to correspond to the unchanged abstract state or to its abstract state
which results after applying the corresponding abstract operation o, i.e. for each
step o]

,

o'
a .r r. a _r r 4 r
VYo, 0{,0; Refs (0 0]) Ao| = o)

= (Refz'(03) = 07 V (9pu(0) A e (0, Refz ' (03))))
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Fig. 1.5 Verification objectives. (a) Initialization; (b) Single step correspondence; (¢) Chaining of
refined steps

is checked. This check is illustrated in Fig. 1.5b. These two objectives are already
sufficient to prove dbs-simulation. Nevertheless, a third objective is additionally
checked.

3. Check whether the joint effect of the refined operation sequence adheres exactly
to the specification of the abstract operation. That is, for each operation o“ and
its refinement o7 . . . 0},

o} oy,
a r r r . a r r r r r
Voi,0(,0,...004 Refs(of,0() Ao] — 0, ...00 = 014,

= (<l(,a (07) A D>ga(of, Refgl(a,:+1)))

is checked. This check is illustrated in Fig. 1.5¢c. This check particularly considers
the common UML or SysML refinement which often refines a single abstract
operation into a sequence of refined operations.

Together, these three objectives represent the verification tasks to be solved by
the respective solving engine. Next, we illustrate how they are encoded as an SMT
instance.

1.5.2 Basic Encoding

In order to represent arbitrary system states and transitions in an SMT instance, we
use an encoding similar to the ones previously presented, e.g., in [3, 11, 12, 30]
and particularly in [31]. Here, systems states (basically defined by the values of
their attributes) and links are represented by corresponding bit-vector variables.
Invariants are represented by corresponding SMT constraints. By this, it is ensured
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that the solving engine only considers systems states o composed of objects
satisfying all invariants of the underlying class, i.e. I.(0).

In order to encode transitions caused by operation calls, bit vectors ; € BMNd(0D]
are created for each step 7 in the refined model. Depending on the assignment to ,
the respective pre-conditions and post-conditions have to be enforced. This can be
realized by a constraint

w; = enc(0) = <,(0]) A>o(0],0/4,),

where enc(o) represents a unique binary representation of the operation o, i.e. a
number from 0 to |O,| with enc(id) = 0. Furthermore, to ensure that only legal
values can be assigned to a vector @, we use a constraint w < |O,|.

We further introduce auxiliary predicates that reflect the relationship between
an abstract operation and its refined steps. For this purpose, the operation refine-
ment Ref, is utilized:

stepi(oa,oj) & Refq(0”) =01:02...0t Noj = 0;

[Refq (0"
step(0”, 0}) & \/ step;(0”, 0}).

i=1

Here, step;(0”, o; ) evaluates to true iff the refined operation o; is the ith step in the
refinement of 0%, while step(o?, o)) reflects that o; occurs in any position in the
refinement of o“.

In order to encode the chaining of the refined operation steps according to the
scheme in Fig. 1.5¢, we define the predicate chain:

!
chain(o%) & /\ (step;(0%, 0]) A w; = enc(o}) V i > |Refq(0%)| A @; = enc(id)).

i=1

In the above formula, in order to cover all abstract operations in one instance, the
refined operation sequences are brought to the same maximal length / by filling up
the sequence with the identity function for operations where |Refq(0)| < 1. We
thereby make use of the maximum number of steps according to Refg, i.e. [ =
max{|Refq (0%)| | 0* € 0“}. Next, the above “ingredients” are put together in order
to encode the verification objectives of a refinement.

1.5.3 Encoding the Verification Objectives

While the encodings from above ensure a proper representation of the models, sys-
tem states, and execution of operations in an SMT instance, finally the verification
objectives from Sect. 1.5.1 are encoded. In order to prove (1), we encode its negation
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and check for unsatisfiability, i.e.
dog, oy : Refs (0, 03) A init(o)) A —init(oy). (L.1)

To check (2), we try to determine a refined operation call that cannot be matched
with one of the schemes in Fig. 1.5b. Hence, instead of encoding (2) for each
individual refined operation, we let the solving engine choose a refined step that
violates the requirements, i.e.

dof,05,01,05,0, 0" Refs(0],0]) Aw; = enc(o”)
A step(o”, 0") A Refs (03, 07)
A= (of =05 V < (0]) A >pa(of, 05)). (1.2)

That is, we check that, given a pair of corresponding states and an operation call
in the refined state, whether it is possible that the reached refined state neither
corresponds to the original abstract state nor does it satisfy the specification of
the abstract operation. In case this instance is unsatisfiable, objective (2) has been
proven.

Finally, for (3) we need to check whether we can determine an instantiated
sequence of refined operation calls, such that their joint effect does not adhere to
the specification of the respective abstract operation. For this purpose, we use the
chain predicate as defined in the previous section to construct the unrolled operation
sequence, i.e.

Joi', 05,00 ...0/,,,0% 0] ...0] :Refs (o], 07) A chain(o”) A Refs (07,07, )
A= (< (0]) A oalof, 074 1)) - (1.3)

That is, we are searching for a chain of / 4+ 1 refined states and connected by !/
operation calls such that there are no corresponding abstract states which satisfy the
pre- and post-conditions of the respective abstract operation. Unsatisfiability proves
that no such chain exists and, hence, objective (3) holds.

1.6 Evaluation

The approach presented in this chapter has been implemented in Java, using the
SMT solver Boolector [9] as underlying solving engine. In order to evaluate the
applicability and scalability of our approach, we have applied it to two systems
based on examples presented in [1]. For the sake of comparison, these examples
have additionally been verified using the previously proposed B method following
a manual as well as an automatic scheme [20].

The first example describes an access control system (AC) which is employed
to grant access to a building when presented with an authorized ID by a user.
Two refinement steps have been modelled, a correct and an erroneous one, which
are depicted in Fig. 1.6 together with the abstract model. All types of refinement
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pre: self.auth->includes(p.card_id)
post: p.valid = self

b [context RBuilding::check(p: RPerson)j

1
RBuilding
a auth: Sequence(Integer)
Building check(id: Integer)
auth: Sequence(Integer) |
RPerson
| card_id: Integer
Person sit: RBuilding
card_id: Integer valid: RBuilding
sit: Building pass(b: RBuilding)
pass(b: Building) T
T

. context RPerson::pass(b: RBuilding)
context Person::pass(b: Building) pre: self.sit <> b
pre: self.sit <> b pre: self.valid = b
pre: b.auth->includes(self.card_id) post: self.sit=b
post: self.sit=b post: self.valid <> b
C

context RRPerson::enter(b: RRBuilding)
pre: self.sit <> b

pre: self.valid = b

pre: b.log->excludes(self)

post: b.log->includes(self)

1
RRPerson

card_id: Integer RRBuilding
sit: RRBuilding auth: Sequence(Integer)
valid: RRBuilding log: Sequence(RRPerson)
enter(b: RRBuilding) check(p: RRPerson)
leave(b: RRBuilding) :

T

pre: self.sit = b pre: self.auth->includes(p.card_id)

pre: b.log->includes(self) post: pvalid = b
post: self.sit <> b
post: self.valid <> b

context RRPerson::leave(b: RRBuilding) context RRBuilding::check(p: RRPerson) j

Fig. 1.6 Access control system. (a) Abstract model; (b) First refinement; (¢) Second refinement

presented in this chapter have been applied to this model, i.e. attribute refinement as
well as atomic and non-atomic operation refinement.

Table 1.1 provides the sizes of the three models (denoted by ACO, AC1, and
AC2), i.e. the number of classes, attributes, operations, and OCL constraints are
listed. As can be seen, the abstract model (ACO) and the two refined models
(AC1, AC2) are relatively small regarding the number of UML elements. Only the
number of OCL constraints increases slightly as the added and refined operations
are extended.

In order to compare our work to the traditional B approach, we re-modelled
this example in B and verified the refinement manually, using the event-B tool
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Table 1.1 Size of examples Model |#Classes |#Attributes | #Operations #Constraints

ACO 2 3 1 3
ACI 2 4 2 6
AC2 2 5 3 10
MPCO |2 2 4 12
MPC1 |2 6 12 40
MPC2 |2 8 16 52
MPC3 |2 8 16 60

Rodin. The first refinement step led to a total of 14 proof obligations that had to
be discharged. While five of them could be proven fully automatically and some
further proofs needed only minor effort, the remaining ones required rather complex
interactions like manually entered hypotheses or case splitting. Furthermore, the
event-B model required additional invariants. This became particularly crucial for
the second refinement which, due to the non-atomic nature of the refinement
conducted here, could not be modelled in a straight-forward fashion in event-B.

In contrast, both steps could be automatically verified in negligible time by the
approach proposed in this chapter. The non-atomic refinement did not lead to an
increased run-time in this case.

The second example is a mechanical press controller (MPC), which has also been
used to evaluate the automatic verification approach in [20] with the tool ProB. It
describes a mechanical press with a motor, a clutch, and a door which interact in
such a way as to guarantee a safe use. As in [20], we have modelled the first three
refinement steps in UML and verified them with the proposed SMT-based approach.
Here, the refinement contains the introduction of new attributes and constraints as
well as atomic operation refinement. All three refinement steps have been proven to
be correct.

Again, the size of the abstract model and its refinements is shown in Table 1.1
(denoted by MPCO, MPC1, MPC2, and MPC3). In contrast to the first example,
the amount of attributes and operations as well as the number of OCL constraints
increases. Especially the growing number of operations is important, since, for the
SMT-based approach, each of these operations has to be verified according to the
criteria presented earlier.

Table 1.2 shows the run-times of our experiments compared to those of ProB.
The first two columns indicate which models have been verified against each other.
The third and fourth columns contain the run-times of ProB without and with XSB
Prolog taken from [20]. In [20], the ProB tool has already been compared to an
automatic refinement verification approach based on CSP (namely [18]) which was
clearly outperformed by ProB.

Again, the proposed approach proved the correctness of all three refinement steps
in negligible time whereas the run-time of ProB was much larger. Also, with and
without XSB Prolog, ProB’s run-time increased drastically with every step in the
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Table 1.2 Experimental results

Run-time
Abstract | Refined | ProB (s) ProB+XSB (s) SMT-based (s)
ACO AC1 - - <0.01
ACl1 AC2 - - <0.01
MPCO MPCl1 6.28 2.85 <0.01
MPCl1 MPC2 70.57 26.66 <0.01
MPC2 MPC3 |333.85 |136.12 <0.01

refinement process. A similar development has not been observed for the SMT-
based method so far.

These experiments confirm that our approach is robust in such a way that it
is applicable to various types of models and refinements. Neither errors in the
refinement process nor the type of operation refinement—atomic or non-atomic—
have a significant influence on the run-time.

1.7 Discussion: Extraction of a Refinement Relation

While the approach presented in Sect. 1.5 serves very well to prove the consistency
of a given refinement relation, it may not always be applicable. In order to
verify a refinement step, a refinement relation is necessary; otherwise, none of the
verification objectives can be checked. However, such a relation may not be present
in case that several designers are involved in the modelling process or the refinement
process has not been documented.

In this case, methods to extract a refinement relation from the given models are
required. The goal of such an extraction is not to obtain any arbitrary relation, but
a correct relation based on the criteria presented in Sect. 1.5.1. In the following, we
will discuss some related approaches from the literature before sketching some ideas
how such an extraction could be realized in the setting of this chapter.

1.7.1 Existing Approaches

In the past, different approaches to retrieve traceability or refinement information
have been proposed. Several works focus on information retrieval techniques
[4, 19, 22]. Here, the basic idea is to identify textual similarities which may refer to
the same concepts. Some of these works focus on relations between different levels
of abstraction, e.g. between code and documentation. However, since information
retrieval relies on textual similarities, re-naming model elements is a huge problem
which might well occur during refinement. Egyed presents a structural analysis
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to determine traceability links in [15]. He uses abstraction rules to map classes,
attributes, and association. This method works on UML only without considering
OCL constraints specifying the operations’ behaviour. Briand et al. discuss the use
of information gathered by monitoring the designer’s modifications as a means to
retrieve traceability links in [8]. Like in the approaches mentioned so far, the model’s
behaviour is not considered in particular.

The authors of [14] propose an adaptation of the algorithm from [26] by
Robinson. They apply Robinson’s approach to Z refinements and encode it in a
model checker. Another extension of the same algorithm can be found in [27],
relying on the same mechanism. A relation R containing all potential mappings is
step-wise reduced by incorrect mappings until either a correct relation is determined
or the all mappings have been removed. Although these approaches do in fact
consider the specified behaviour, depending on the variation of the algorithm, the
whole system has to be simulated. Since in the beginning R contains all pairs of
states, the method does not scale to larger systems.

1.7.2 SMT-Based Relation Extraction

The related approaches discussed above are either of heuristic nature—and therefore
incomplete—or they try to solve the problem in an exact way. In the latter case,
representing the refinement relation explicitly is infeasible for larger models. Since
the encoding of the refinement verification in SMT has proven very successful in
terms of scalability, the question is if this approach could also be used to extract a
correct refinement relation.

To understand the complexity of the problem, it is useful to view it in the context
of automatic synthesis. Verifying a model wrt. some specification is conceptually
easier than synthesizing a model which satisfies this specification. In our case, this
is reflected in the complexity of the SMT encoding needed to solve the respective
problem. The verification of a given refinement relation can be encoded in a purely
existentially quantified formula, that checks or falsifies the existence of some pairs
of states which violate the refinement relation. Intuitively, the extraction of a correct
relation demands one quantifier more: Does there exist some relation such that for
all pairs of states it verifies the refinement of our models? Thus, the problem cannot
be solved in a complete manner using a quantifier-free SMT encoding.

While there are some solvers that support quantified formulae—such as
Z3 [13]—the run-time and memory foot-print increase significantly with each
additional quantifier alternation. Alternatively, a two-stage approach can be used
that relies solely on quantifier-free encodings:

1. Find some pair of states and a relation which proves their refinement
2. Check if the found relation is a correct refinement relation
3. If yes, we are done. Otherwise continue with step 1
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In the sketched algorithm, possible relations are enumerated by the underlying
solver until a correct refinement is found. The verification in step 2 has already
been solved in this chapter. The algorithm terminates in case of success or if no
more relation can be found in step 1. In the latter case, we can be sure that the two
models do not represent a correct refinement.

The effectiveness of the sketched approach critically depends on the first step. In
the worst case, the algorithm will enumerate a huge number of incorrect relations
that will be rejected by the second step. Additional constraints can help to reduce
the number of iterations, but will in the same time increase the complexity of the
first step. As a promising direction, sequence diagrams—representing test cases of
the refined model—can be used to narrow down the set of candidate relations. If
a correct refinement exists, it must also be applicable on a feasible run of the two
models. This approach is subject to ongoing and future research.

1.8 Conclusions

In this chapter, we proposed an automatic approach which proves refinements of
UML or SysML class diagrams. By this, we are considering the typical model-
driven design flow which usually assumes an initial (abstract) model that is
iteratively refined to a more precise representation. Based on a theoretical founda-
tion, we introduced an SMT encoding checking whether the respective refinement
relation represents a dbs-simulation and, hence, preserves (safety) properties from
the abstract model to the refined model. We compared our approach to the tool ProB,
which performs automatic refinement verification on B models. An experimental
evaluation has shown that the SMT-based technique can verify refinements much
faster and scales better than the B-based method.

For future work, we plan to extend our approach in order to support more
modelling elements such as refinement of associations or parameters.
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